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Executive Summary

General-purpose artificial intelligence (Al) systems are producing harm at scale, on a
development timeline that has consistently outrun the institutions meant to govern them. Al
systems influence users’ beliefs and behavior in ways that cause severe harm, for example by
reinforcing suicidal ideation through extended conversation without triggering any external
safeguard. Al systems have also been used to generate hundreds of thousands of instances of
child sexual abuse material, publicly spread across multiple jurisdictions through social media
platforms, and their interaction designs have been worsening mental health among both youth
and adult populations. Recently, some of the most advanced and capable (“frontier”) Al systems
have exhibited capabilities that can be used maliciously to plan and execute sophisticated cyber
operations against critical infrastructure in multiple jurisdictions at once.

This report makes the case for cross-border Al incident infrastructure: the institutional,
technical, and legal arrangements that would allow national and international authorities to
detect, share, and act on Al incidents in coordination. Three conditions make this work urgent.

e Harm is rising. Public databases that monitor Al incidents and hazards, such as the one
run by the Organization for Economic Cooperation and Development (OECD), show a
significant increase in reported incidents over time, particularly those relating to
cybercrime and flare-ups in mental health issues in users.

e The systems producing these harms cross borders by design. A model built in one
country reaches users in dozens of others within days. Developers assemble training data
in one jurisdiction, train models in another, and deploy worldwide at once. However,
regulators, even in the countries where the largest Al developers are based, hold only
partial capacity to investigate, let alone respond.

e Detection and response are reactive by design. Existing incident monitoring
mechanisms rely on voluntary disclosure by frontier Al companies, journalistic coverage,
and public outcry, mechanisms that end up only surfacing patterns after serious harm has
already occurred. This makes anticipatory governance extremely difficult.

The six architectural components required for this infrastructure, and concrete actions that
can be taken to secure them, include the following:

1) Internationally interoperable protocols for incident documentation and reporting.
Governments and industry actors should adopt incident documentation structures and
protocols that are universally compatible with one another, so that incident data collected
in one jurisdiction becomes evidence that other jurisdictions can use.

2) Mandatory incident documentation, disclosure, and preparedness obligations on
frontier Al companies. Governments should impose statutory incident reporting
obligations on frontier Al companies and require them to publish policies for preventing,
preparing for, and responding to serious Al incidents.
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3) Domestic incident data access and institutional coordination. Governments should
grant national Al Safety Institutes, or functionally equivalent bodies, statutory access to
incident data held by Al deployers and sectoral regulators, paired with formal
information-sharing arrangements between such bodies and regulatory authorities.

4) Adequate international incident analysis capacity and expertise. International standards
development organizations should develop a standardized methodology for Al incident
root-cause and supply-chain analysis, with multilateral institutions such as the OECD and
the United Nations (UN) advocating for its adoption and national bodies investing in the
technical capacities needed to apply it.

5) Cross-border incident-sharing channels and joint investigation mechanisms. National
Al governance bodies, cybersecurity agencies, and sector-specific regulators should be
empowered to share incident intelligence with counterparts abroad, for example through
the International Network for Advanced Al Measurement, Evaluation and Science, or
through a new international mechanism that could be proposed via the UN's Global Dialogue
on Al Governance.

6) Internationally distributed incident detection, analysis, and response capacity.
Multilateral institutions should help extend incident infrastructure to jurisdictions who have
inadequate domestic incident monitoring and management capacities through the
establishment of bilateral or multilateral intelligence-sharing, capacity-building, and
incident response coordination partnerships between countries that already possess
relatively mature incident infrastructure and those that do not.

The Policy Window of Opportunity

Jurisdictions around the world have begun requiring frontier Al developers to report serious
safety and security incidents to designated authorities and publish how they manage severe
risks. So far, the European Union’s Al Act, emerging state legislation in the United States such as
California's Transparency in Frontier Artificial Intelligence Act and New York's RAISE Act, and
South Korea's Al Basic Act now require incident reporting on tight timelines, and most also
require large developers to publish the frameworks governing how they assess and mitigate
severe risks. While California and South Korea’s regime took effect in early 2026, the EU's
serious incident reporting obligations apply from August 2026, and New York's RAISE Act takes
effect in January 2027.

With sustained effort, countries should move from tracking Al incidents inside their own borders
to seeing what the companies producing these systems already see, and responding to what
they find together. The work is more achievable now, at a time when domestic regimes are still
being developed and enforced.
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1. Introduction

On February 10, 2026, a devastating mass shooting in Tumbler Ridge, British Columbia, claimed
the lives of eight people, including five young children, and left 27 others injured (Judd 2026).
Months before the attack, the perpetrator's ChatGPT account had been banned by the US-based
developer, OpenAl, due to troubling chat logs featuring scenarios of gun violence. The
perpetrator had expressed their intent to kill during their interactions with ChatGPT, and had even
created a new account after the initial ban to use the chatbot to plan their attack (Yousif 2026).
Approximately a dozen US-based staff members debated alerting Canadian authorities, actively
identifying the user's behavior as an indication of potential real-world violence. However,
operating without the necessary cross-border infrastructure or standardized escalation
protocols, company leadership ultimately decided not to contact law enforcement,
determining internally that the activity did not meet their threshold for a credible or imminent plan
for serious physical harm (Cress 2026). It was only after the casualties occurred that Canada's Al
Minister Evan Solomon summoned OpenAl executives to Ottawa to discuss safety protocols and
thresholds for police escalation (Yousif 2026).

This tragedy was facilitated by an Al system and was detected early on, internally, by its deployer.
As such, this disaster represents a profound, preventable cross-border intelligence failure, one
that highlights the urgent need for coordinated Al incident reporting and response. As this case
vividly illustrates, the evidence required to detect and effectively respond to severe Al-enabled
harm often sits inside companies that develop the most capable (i.e. “frontier”) general-purpose
Al (GPAI) systems, while the institutions empowered to act on that evidence are forced to rely on
whatever portion these companies voluntarily choose to disclose.

Events like that of Tumbler Ridge reflect the growing scale and intensity of harms that Al
development and use can cause in societies around the world, and how the risks and effects are
interconnected across multiple geographies. These are examples of what has been called
severe Al incidents, which have been spreading around the world. There are ongoing
definitional disputes around what exactly “Al incidents” and “Al hazards” entail. In such
discussions, there are certain terms that are often brought up, including accidents, crises,
disasters, catastrophes, emergencies, near-misses, flaws, weaknesses and vulnerabilities (QECD

2024).

Some experts are currently discussing the appropriateness of these terms and how they relate to
Al incidents and hazards. While we acknowledge that these disputes exist and that other
literature might distinguish these terms, for the purposes of this report, we group them all within
the categories of “Al incidents” and “Al hazards”. We use Al incidents to refer to events or
circumstances where the development, use, or malfunction of Al systems directly or indirectly
leads to real-world harm to individuals, organizations, communities, property, or the environment
(OECD _2024; EU Al Act Article 3(49)). Relatedly, we use Al hazards to refer to events,
circumstances, built-in system features, and other relevant findings that suggest that the
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development, use, or malfunction of an Al system could plausibly lead to incidents, such as
near-misses or the emergence of novel capabilities, signaling potential risks that have not yet
materialized into real-world harm. If left unaddressed, Al hazards and incidents can rapidly
escalate into national or international emergencies, disasters, and crises (Gor & lliadis 2025).

Looking at the narrower space of severe risks and harms, these cases reflect emerging patterns
emanating from GPAI development and deployment, where documented harms span multiple
risk categories, from harmful manipulation and child safety to autonomous cyber operations,
loss-of-control behaviors, and CBRN uplift (Ireri 2025; OECD 2026; UK AISI 2026; Shane et al.
2026; Bengio et al. 2026). These harms cross borders by construction. Al systems today are built
in a small number of jurisdictions, distributed worldwide through application programming
interfaces and downstream products, and integrated across consumer applications and critical
infrastructure within months of release. Governance, meanwhile, sits within national jurisdictions,

with authority over the firms operating inside their borders and with reach into events elsewhere
that depends on the cooperation of other governments and the developers themselves. This
mismatch between the geography of Al development and the geography of Al governance
defines the challenge that this report addresses.

National Al Safety Institutes (AlSIs) and functionally equivalent institutions have built the technical
capacity to evaluate the most capable Al systems and have begun to coordinate (NIST, 2026).
The successive Al Summits have generated diplomatic consensus that Al risks require sustained
international attention (UK Government 2023; Republic of Korea 2024; French Republic 2025;
Government of India 2026). The United Nations (UN) has operationalized the Independent
International Scientific Panel on Al (UN 2025a) and the Global Dialogue on Al Governance (UN
2025b).

Each of these efforts addresses a specific component of the cross-border governance problem
within a specific institutional space. For example, these institutions address challenges through
capacity building for technical safety and security, or establish diplomatic baselines that continue
to inform domestic legislation in several jurisdictions. The global Al governance system should
build on existing insufficiencies over time, aiming at establishing guardrails to guarantee public
safety and wellbeing, as well as international security.

To that end, multilateral organizations such as the Organization for Economic Co-operation and
Development (OECD) maintain the Al Incidents and Hazards Monitor (OECD.AIM), which
catalogues documented harms across jurisdictions and recorded 598 incidents in January 2026
alone (OECD 2026; Jeanmaire and Boger 2025). Its Common Reporting Framework (CRF) offers
a foundation for harmonized national reporting (OQECD 2025b). The G7 Hiroshima Al Process sets
out principles for developers of the most capable Al systems, covering risk management,
vulnerability handling, transparency, and incident reporting, with implementation monitored by
the OECD (OECD 2025a).
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However, recent incidents are signals for countries to collectively and urgently establish stronger,
better coordinated means of mitigating and preventing future cases. In this report, we make the
case that effective governance of Al systems requires cross-border Al incident infrastructure:
the institutional, technical, and legal arrangements through which Al incidents and hazards
can be detected, analyzed, shared, and acted upon across the jurisdictions where those Al
systems are deployed. This architecture would be poised to detect and respond to a variety of Al
events, ranging from existing risks all the way to full-blown Al disasters. As mentioned already, for
the purposes of our work, we have grouped these into the existing terminology of incidents and
hazards proposed by the OECD (OECD 2025b). Such infrastructure is essential both for
responding to incidents when they occur and for preventing localized failures from cascading
across systems, sectors, and borders.

Over the past year, the authors of this report and The Future Society have worked on the
institutional and analytical foundations of cross-border incident infrastructure. That work has
involved a Main Summit session on interoperable Al incident reporting and monitoring at the
2026 India Al Impact Summit, a closed-door dialogue on incident prevention and preparedness
at the Seventh Athens Roundtable, case studies for the GPAI/OECD.AIl Expert Workshop on Al
Incidents, and jurisdiction-specific recommendations for the European Union, United States, and
Canada. These recommendations are aimed at establishing policies that would help avert serious

Al incidents, including policies for accidents, emergencies, or crises, and incident and emergency
response frameworks.! The conclusion of that work is that international Al governance is
missing arrangements for detecting, sharing, and acting on Al incidents in a coordinated
manner.

This report sets out the architecture the field needs and the policy actions required to build and
sustain such arrangements. To produce these recommendations, we benefited strongly from
parallel institutional discussions on topics that lie outside the scope of this report, for example
concerning the need for robust whistleblower protections at frontier Al companies, clear liability
allocation for Al-related harms, and the continued development of domestic transparency
regimes to produce claims worth verifying in the first place. These interventions are important
and should be pursued in parallel with the infrastructure proposed here. For this report, we
address decision-makers within national governments and international institutions. Frontier Al
developers, civil society organizations, and academic researchers are also essential to the
ecosystem this report describes. The recommendations we put forward assume their continued
engagement but the actions proposed are addressed to those with authority to take them.

In what follows, Section 2 establishes the empirical case for cross-border Al incident
infrastructure on the grounds that harm is rising across severe risk categories and the Al systems
producing it are structurally transnational. However, the current governance arrangements remain
largely reactive rather than anticipatory. Section 3 sets out the key architectural components of

' For more of this work, see Gardhouse 2026: Jeanmaire and Boger 2025; Kraeva, Queslati and Lorente
2026; Gor and lliadis 2025.
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cross-border Al incident infrastructure, each paired with a specific actionable recommendation
aimed at guiding existing institutional authorities on how to secure them in practice.

2. The Need for Cross-Border Al Incident Infrastructure

This section sets out the case for cross-border Al incident infrastructure in three parts. Section 2.1
documents harm rising across severe risk categories, including harmful manipulation, Al-enabled
cyber offense, CBRN uplift and loss of control. Section 2.2 shows that the systems producing this
harm span jurisdictions by construction, through structural features of the Al supply chain that
place them beyond the reach of any single jurisdiction acting alone. Section 2.3 argues that the
governance institutions tasked with managing these systems are falling behind the capability
frontier, and that the detection and response mechanisms currently available surface patterns
only after serious incidents have materialized.

2.1. Harm is Rising Across Severe Risk Categories

The documented record of Al-related harm shows a substantial upward trend, consistent across
the major tracking systems that measure it (see Figure 1). Each Al system is developed using
different training methodologies and source datasets, and their convergence on the same finding
makes the trend robust to the limits of any single approach. The OECD.AIM recorded 598 distinct
incidents in January 2026 alone, compared with 299 in January 2025 and 31in February 2020, a
19x increase in monthly reported incidents over six years (Elagina, 2026; OECD 2026). The Al
Incident Database (AlID) shows a comparable growth curve (McGregor 2021; AlID 2026).
Similarly, in the realm of Al hazards, Al-related Common Vulnerabilities and Exposures
(CVEs)—publicly identified security flaws within Al systems—have surged over the past few years,

with over 6,000 unique vulnerabilities identified since 2018 and 2,130 cases disclosed in 2025
alone, representing a 34.6% year-over-year increase (Girnus et al. 2026). This signals that the
attack surface for cybercriminals to cause incidents concerning Al-driven fraud, destructive
malware, unauthorized data access and exfiltration, and the exploitation of deployed Al agents
(to strategically influence their behaviors) is rapidly expanding.
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Panel A. Evolution of media-reported Al incidents and hazards over time, absolute number
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Figure 1: Graph from OECD’s Trends in Al Incidents and Hazards Reported by the Media. X-axis: number of
incidents and hazards. Y-axis: time period between January 2022 and September 2025 measured in
months. (Source: OECD)

These figures are primarily derived from media reporting and voluntary disclosure by Al
developers, researchers, and users on social media platforms or stakeholder-specific reporting
channels, and thus likely understate the true caseload. The OECD.AIM extracts its data from
media reports, but media coverage captures only what journalists notice and consider
newsworthy. There is also evidence that evaluating Al models in non-English languages reveals
risks that would remain otherwise unknown (lreri et al. 2026), yet such risks are often
underexplored and discounted given frontier Al companies’ incentives to cut corners Moreover,
aggregate, society-impacting harms that unfold gradually rather than in single-event form and
that are widespread in subtle ways across large groups, such as Al chatbots' influence on mental
health and misinformation discourse at scale, defy straightforward detection and reporting and
are therefore systematically underrecorded (Paeth et al. 2025). After all, these harms may not
involve tangible, observable harms to individuals. However, they represent emergent effects that
are distributed across thousands of people across society.

Even with these caveats, across these systems and across the period they cover, these findings
show that (a) Al-related harm has been rising substantially and that (b) the consistently
documented incident landscape already spans several systemic risk categories, which we
discuss below. Many of the documented harms are concerning, and there are early warning
signals of far more serious Al incidents. Technical and policy proposals aimed at mitigating such
harms are being actively developed by think tanks, proposals which we urge policymakers to pay
attention to (Kraprayoon 2024). Lawmakers, in jurisdictions such as the EU and United States

1
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(California), have also begun to respond to these concerns by setting serious-incident reporting
timelines and mandating time-bound reporting for Al-related deaths or serious injuries.

Nonetheless, the report reveals important indicators over severe risks, notably:

Harmful manipulation. Al systems have influenced users' beliefs, decisions, and behaviors in
ways that produced severe and sometimes irreversible harm. The signals that could detect such
harm are routinely captured inside the companies producing the systems, while the channels that
could route them to external authorities are still being developed. In Raine v. OpenAl, currently in
litigation, the company's own interaction logs reportedly recorded multiple references to suicide
in a single user's history that remained within the company's monitoring systems (OpenAl 2025).
One of the core problems that caused the Raine v. OpenAl case is the persistent feature of
sycophancy, which is the tendency of engagement-optimized models to validate users' existing
beliefs (Sharma et al. 2023). Companies have begun responding with internal measures aimed at
user wellbeing (for instance, Anthropic 2025a). However, the capacity to detect this category of
harm largely sits inside developer companies, while the architecture to route those signals
outward is still being built: for example under the EU Code of Practice, which now requires
signatory developers to report serious incidents involving harmful manipulation, among other
systemic risks, to the EU Al Office.

Al-enabled cyber offense. Al systems are now being directed to conduct sophisticated
autonomous cyber operations at scale, across multiple jurisdictions at once. The category matters
because the capability is operating in the wild while the response infrastructure connecting
regulators across borders is still being built. Anthropic's November 2025 disclosure of the
GTG-1002 operation provides an example where Claude Code had been directed by threat
actors to operate as an autonomous penetration-testing agent at 80 to 90 percent autonomy
across approximately thirty entities in multiple jurisdictions and critical-infrastructure sectors at
once (Anthropic 2025b). Two features of the case are worth noting. First, the disclosure followed
Anthropic's organizational decision, made independently of any regulatory requirement;
notification to affected entities ran through the company's bilateral channels, which is the
operating practice for this kind of cross-border Al incident at present. Second, the case illustrates
how Al systems directed at cyber operations can outpace defenders' detection cycles, widening
the offense-defense gap. Within this category, Al capability is materially outpacing both the
cross-border response infrastructure built to coordinate it and the defensive cycles built to
contain it.

Chemical, biological, radiological, nuclear capabilities (CBRN) uplift. Al systems have been
documented to provide meaningful CBRN uplift to users, particularly non-experts, for whom Al
now provides knowledge that previously required specialized training (Luckey et al. 2025). This
uplift expands the population able to acquire CBRN-relevant knowledge and capability, which
raises the risk profile of the category beyond what existing biosecurity instruments were
designed to address. Pre-deployment CBRN evaluations are largely developer-run, with the UK Al
Security Institute being the most substantively engaged Al Safety Institute outside the developers
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themselves. External verification of Al safety and security claims is technically and institutionally
difficult, and evaluation standards across the field are still developing (Brundage et al. 2026). The
research ecosystems producing the evidence base sit in developer nations, and most other

jurisdictions depend on whatever portion of those evaluations the developers choose to share
(lreri et al. 2026). Dedicated biosecurity instruments, such as synthetic-nucleotide screening and
know-your-customer regimes for biological suppliers, are emerging through initiatives such as the
International Biosecurity and Biosafety Initiative for Science, while verification specific to
Al-enabled CBRN risk remains self-reported by developers. Al is therefore materially expanding
CBRN risk, while the institutions positioned to evaluate and respond to that expansion remain a
small handful concentrated in developer countries.

Loss of control. Loss-of-control behaviors that researchers documented in controlled evaluations
have now appeared in deployed Al systems. The institutional capacity to detect and act on these
behaviors is still being built, while the underlying capabilities continue to advance in deployed
systems. In controlled evaluations, Al models in agentic configurations have attempted to
strategically deceive their deployers, disable oversight mechanisms, and exfiltrate their own
weights when operating in sandboxed environments. The models exhibiting these behaviors
include various Claude models—including Opus 4.5 and 4.6, Sonnet 4.5 and 4.6, and Claude
Code (Anthropic 2026a)—Grok 4.1, Gemini 3 Pro and 3.1 Pro, GPT-5.2-Codex, GPT-5.3-Codex, and
GPT-5.4 (Shane et al. 2026), with more capable models demonstrating such behaviors at higher
rates and greater sophistication (Meinke et al. 2024). Recent monitoring work has begun
documenting analogous behaviors in deployed systems. The the Centre for Long-Term
Resilience’s Loss of Control Observatory project analyzed more than 180,000 real-world user

interactions on publicly accessible social media platforms and identified 698 instances displaying
analogous scheming- and loss-of-control-related behaviors, and recorded a 4.9x increase in
user-reported loss-of-control incidents over a five-month observation window (Shane et al. 2026).
Behaviors that were once observable only in controlled environments are now appearing in
real-world deployment, while the institutional capacity to surface and respond to them is still
developing.

Child safety. Single deployment incidents producing harmful sexual abuse imageries have
triggered investigations in multiple countries. These investigations have proceeded
independently and produced different accounts and different outcomes for the same underlying
incident (Goggin 2025). The documented failure modes include the generation of synthetic child
sexual abuse material that spreads across borders through global platforms, and
interaction-design choices that have amplified mental health crises among minors in every
market the systems reach (Thiel et al. 2023). As a result, coordination to address these harms has
been challenging because the investigative authority sits distributed across jurisdictions, and the
connections between those investigations are still being built.

As harm rises across these and other risk categories, the governance challenge is one of
geography as well as scale (Bengio et al. 2026; DSIT 2025). The systems producing these harms
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are developed in one jurisdiction, deployed in dozens of others, and governed by institutions
whose authority stops at national borders. The next section examines the structural features of Al
development and deployment that produce this jurisdictional mismatch and explains why
addressing these harms at a domestic level is an incomplete solution.

2.2. The Systems Producing These Harms Span Jurisdictions

The Al systems producing Al harms, some of which we discuss in Section 2.1, are developed in a
small number of jurisdictions and deployed across most of the world. In practice, the same
incident often can involve multiple national governments at the same time. After exclusion from
Project Glasswing, the Indian government held bilateral negotiations with both the United States
and Anthropic to obtain equitable access to the Mythos model, citing the need to test its power
grids, telecom networks, and banking systems against the class of Al-enabled cyber capabilities
that the operation had exposed. Where a system built in one jurisdiction creates risks in another,
the affected jurisdiction’s main paths to act currently run primarily through diplomatic and
commercial engagement with the developer and the developer’s home government.

Three features of the Al supply chain produce this result.

Deployment geography. A GPAI model released in a developer jurisdiction reaches users in
dozens of other countries within days, through application programming interfaces designed and
governed in the developer's home market. A regulator examining a harmful output in any of those
jurisdictions encounters a system whose training, fine-tuning, deployment decisions, and safety
controls were determined elsewhere, under legal authority sitting in another government. The
GTG-1002 operation, which targeted entities across multiple jurisdictions simultaneously,
illustrates the scale at which Al models now operate. Response in that case was coordinated
bilaterally through the developer, since the regulator-to-regulator channels that would otherwise

carry it are still being built (Anthropic 2025b).

Supply chain geography. Training data is curated in one jurisdiction, compiled into datasets
hosted in another, and used to train models in a third. Compute infrastructure, model weights,
and inference capacity cross borders as a matter of architectural routine. This distribution places
different stages of an Al system under different governments' authority, so when a failure
surfaces at one stage, harm spreads through the Al supply chain across different sectors and
countries, making remediation impossible. Liability regimes that assign distinct obligations to
developers and deployers, such as the EU Al Act, address part of this problem within their own
jurisdictions, while the cross-jurisdictional distribution of harm calls for arrangements that operate
between regimes.

Asymmetric national capacity. Frontier Al development is concentrated in a handful of
jurisdictions—primarily the United States and China—while these systems are deployed across
most of the world. Most jurisdictions, and more disproportionately in the Global South, lack both
the formal channels to access developer-held information and the domestic technical capacity to
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analyze it if disclosed (Wiaterek, Abungu and Okolo 2025). The evidence base for CBRN risk,
behavioral failure modes, and deployment-time anomalies is produced in ecosystems these
jurisdictions cannot access. Cross-border infrastructure must extend deliberately to these
jurisdictions, or it risks reproducing the asymmetries it is intended to address.

Together, these three features produce a cross-jurisdictional problem. When a powerful Al system
causes harm, it is often unclear which jurisdiction's law applies, which law stands the best chance
of working as intended, which authority is competent to investigate, which body can compel
remediation, and which body can prevent the next incident. Each answer depends on the specific
distribution of development, deployment, data, and harm across borders. Because that
distribution differs for almost every incident, no single domestic regime, however well-designed,
can resolve all five issues consistently.

Harmonizing domestic statutes is part of the answer but not the full answer. Shared thresholds
and compatible evidentiary formats reduce the interoperability burden on developers and enable
cross-jurisdictional comparison. What harmonization cannot supply on its own is the dialogue and
protocol mechanisms through which disclosure in one jurisdiction can be recognized in another,
investigative outputs can be mutually accepted, and verification of developer claims can be
conducted, without duplicating effort across every jurisdiction with an interest in the outcome.
That infrastructure must sit between jurisdictions.

2.3. Detection and Response for Al incidents Are Currently Reactive by
Design

The capabilities of frontier Al systems are advancing on a timeline that the institutions tasked with
detecting and responding to Al incidents have not been able to match. Present-day monitoring of
Al incidents is constructed from voluntary disclosure, journalistic reporting, and public outcry—all
of which are mechanisms that are reactive and often incapable of detecting patterns before the
next serious incident materializes. The clearest expression of a push aimed at addressing this
problem in existing incident reporting practices is the G7 Hiroshima Al Process Reporting
Framework. This framework requests frontier Al developers to clearly disclose how they manage
risk, to report Al incidents, and to share information (OQECD 2025a).

At present, frontier Al companies are not obliged to publicly publish incident reports. Instead, all
existing incident disclosure mechanisms are in practice voluntary in nature. However, voluntary Al
incident disclosure is insufficient for anticipatory governance, since voluntary-only reporting omits
incidents and produces inconsistent data that are not adequate for statistical analysis or
accurately depicting real-world Al harms (Dixon & Frase 2024; Dixon & Frase 2025). In the
absence of consistent, legally mandated disclosure from frontier Al companies themselves, much
of the work of documenting Al incidents has fallen to third parties with limited access to
information. A growing body of technical research now tracks Al incidents, builds taxonomies of
Al harms, and maps the landscape of Al risks (McGregor 2021; Hoffmann & Frase 2023; Slattery
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et al. 2024). There are numerous public Al incident databases, including the OECD Al Incidents
and Hazards Monitor, the Al Risk Explorer, the Al Incident Database, and the MIT Al Incident
Tracker.

These databases, maintained by third-party volunteers, are fundamentally reliant on publicly
available information, in that they compile and document incidents almost purely from public
records and news sources. Such volunteer-led incident monitoring approaches are inadequate
for comprehensive tracking and analysis of serious Al incidents. As a result, in addition to these
efforts, some governments, such as India and Japan, are also setting out national-level Al incident
monitoring ambitions in their Al strategies and governance frameworks.

The aforementioned databases, taxonomies, datasets, and risk repositories that the field now
relies on to catalogue incidents have largely been built by academics and think tanks working
from public sources. More recently, governments, such as the European Union and California
(United States), began pushing for mandatory reporting. These volunteer initiatives to track
incidents are already showing results, surfacing a rising tide of harms, ranging from
chatbot-linked suicides to autonomous agents hijacking cloud infrastructure (OECD 2026), and
we are yet to ser how much we will advance with the mandatory reporting in specific jurisdictions.
The main challenge to having global data on Al harms, however, is that these initiatives are still
nascent and jurisdiction-bound. Industry sits on the most granular data, including internal
detection and early warning signals (Kraprayoon 2024) that in most cases never reach the public

record. Accessing the relevant data has proven difficult, since companies are concerned with
competitive sensitivity, legal exposure, user privacy, and the absence of trusted intermediaries.

As a result, visibility into Al harms today depends on voluntary disclosures from companies,
public outcry around harms, and journalists reporting incidents that they can observe or access.
There are a few emerging but currently immature efforts from certain actors to centralize the
reporting of critical Al safety incidents and assessing threats to infrastructure. For example,
following the legislative directives SB 53 and SB_ 896, the California Governor's Office of
Emergency Services (Cal OES) must receive reports on Al-related incidents posing risks of death
or serious injury within 24 hours. Similarly, the EU Al Office, via the EU Al Act’s Article 55(1)(c) and
the GPAI Code of Practice’s Commitment 9, has been explicitly designated as the official EU
agency that frontier Al developers need to report serious incidents to for aggregate analysis,
requiring disclosure within 2 days for widespread infringements or serious disruption of critical

infrastructure, within 10 days for incidents resulting in death, and within 15 days for all other
serious incidents. However, beyond such fragmented efforts, these data points have not been
sufficiently systematized into trends nor addressed at an aggregate level. Furthermore, these
mechanisms are reactive by design, and the systems producing the harm are advancing on a
timeline they cannot match.

As a concrete example, in a report published in November 2025 (Anthropic 2025), Anthropic

disclosed that they had detected ongoing use of their Claude Code model by a Chinese
state-sponsored group. With the help of the Al tool, the group planned and orchestrated a highly
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sophisticated cyber espionage campaign, where the attackers used Al not just as an advisor, but
to execute the cyberattacks themselves. These attacks targeted major technology corporations,
financial institutions, chemical manufacturing companies, and government agencies across
multiple countries. Upon detection, the company was able to investigate these uses, respond to
this malicious use of their services, and disrupt the attacks.

This is a successful example of effective internal incident infrastructure at work, where a
company detected and responded to severe incidents within their own product ecosystem. This
successful case, however, is limited by a few factors, including the fact that the disclosure was
voluntary and that it was restricted to a single company and its model. A mandatory reporting
system would not leave the provision of this information up to the company’s will, and it would
also enable responses across multiple services and ecosystems, promoting compounded
benefits across multiple stakeholders and countries.

Notably, Anthropic’s disclosure of the GTG-1002 operation, as we discussed above, has itself
generated downstream demand for access to frontier cyber capabilities. India, for instance,
initiated bilateral negotiations with the United States and Anthropic for equitable access to
Anthropic’s Mythos model, after India’s exclusion from Project Glasswing. The Indian government
cited the need to test the resilience of critical infrastructure, including power grids, telecom
networks and banking systems, against the very class of Al-enabled vulnerabilities the GTG-1002
case exposed (Agarwal 2026; Anthropic 2026b).

Cross-border Al incident infrastructure is the mechanism through which early signs can be
surfaced, aggregated, and acted upon before the next serious incident materializes. In the next
section, we will discuss in detail this infrastructure and provide recommendations for establishing
it.

3. The Architecture Required and How It Can Be Secured

Robust cross-border Al incident infrastructure cannot be secured by any single institution or
jurisdiction. It requires a set of interlocking mechanisms that together enable detection, analysis,
sharing, and coordinated response across borders. The six components below constitute the
necessary architecture, each paired with specific actionable recommendations that
decision-makers within national governments, Al Safety Institutes (AlSls), or multilateral
institutions can take up within their existing institutional authority to help secure these
architectural components.

The incident infrastructure architecture we describe in this section does not refer to a single
institution, but a series of mechanisms, spanning incident detection, prevention, preparedness,
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and response. We have previously described such mechanisms by outlining solutions which are
immediately actionable to existing institutions.? If secured, this architecture would facilitate
greater incident resilience at a national level, and thereby consequently at the international level
too, since the existence of effective national-level incident infrastructure is a necessary
precondition for effective cross-border incident resilience.

1. Internationally interoperable protocols for incident documentation and reporting

An internationally shared reporting architecture is a necessary foundation on which robust
cross-border Al incident infrastructure should be built. Absent internationally shared protocols
for interoperable incident monitoring and reporting that enable reporting entities to clearly
communicate the severity of an incident, hazard or near-miss, what categories of harm an
incident falls under, and what informational fields a report should contain, incident data
collected in one jurisdiction cannot be accessed, aggregated, compared, or analyzed
alongside data collected in another. Each domestic regime ends up generating insights that are
useful only within its own borders.

Since all jurisdictions require the same information from reported Al incidents, near-misses,
hazards, flaws, and vulnerabilities for effective governance, an internationally shared incident
reporting taxonomy that includes a standardized set of disclosed information would benefit all
jurisdictions collectively. The interoperability produced by such a shared taxonomy is a
precondition for effective cross-border incident pattern analysis, because it would minimize data
gaps and maximize data quality. Moreover, it would create a shared language for understanding
incidents and hazards, and a shared basis for standardized data structure, informational
granularity, and severity classification across domestic reporting regimes, and would thereby
make incident data comparable, aggregable, and analyzable across jurisdictions. This would
enable researchers in academia, government, industry, and civil society to develop a
comprehensive picture of the global Al incidents and hazards landscape, which they can use to
more effectively prevent, prepare for, and respond to future incidents.

However, establishing such a foundation requires acknowledging a fundamental challenge: core
terms like “Al incident” and “Al-enabled harm” are not yet universally defined (Hoffmann & Frase
2023). For example, being subjected to a privacy-violating Al system in the workplace may not be
legally considered an “incident” or “harm” in jurisdictions focused strictly on provable physical or
financial damages. Such sociotechnical disagreements make agreeing on a single, static incident
taxonomy incredibly difficult. Because achieving perfect taxonomic consensus could take years,
infrastructure and information-sharing mechanisms must be designed to operate even when the
concept of an Al incident or harm is not perfectly shared. The solution lies in building systems
that can communicate across differing definitions through shared technical architecture.

2 For instance, the recommendations on serious accident prevention from Herrmann & Lorente 2025; and
the recommendations from the 2025 Athens Roundtable on Al and the Rule of Law (IThe Future Society
2026), and others.
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Recommendation 1: Governments and industry actors should adopt shared, machine-readable
documentation structures and protocols to enable internationally interoperable systems for
documenting and reporting information on Al incidents, near-misses, hazards, flaws, and
vulnerabilities.

Incident documentation structures and protocols that are universally compatible with one another
are necessary to ensure that incident data collected in one jurisdiction becomes evidence that
other jurisdictions can use. To achieve this in practice, jurisdictions could universally adopt the
OECD’s Common Reporting Framework (CRF) for Al Incidents (OECD 2025b). This framework
was developed, vetted, and validated by an international group of experts and is ready to use. It
provides the concrete informational fields that all incident reports should ideally aim to address to
maximize informational completeness (e.g. what Al model was involved, who the model provider
was, the number of affected parties) and gives both governments and industry a credible starting
point to analyze incidents and cross-jurisdictional patterns.

Establishing a shared machine-readable structure to support interoperability and information
sharing is also essential. For a robust cross-border incident infrastructure, systems across
jurisdictions and organizations need to be able to “talk to” one another beyond basic taxonomic
alignment. Current incident reporting forms typically produce non-standardized outputs that trap
insights within domestic borders. Moving away from static, siloed databases, machine-readable
incident report structures and output formats would enable (i) rapid Al processing of incident
information, (ii) automated incident analysis and root cause identification, (iii) real-time information
sharing during unfolding crises, and (iv) agile, internationally interoperable Al incident databases.

To achieve functional interoperability, differing jurisdictions can utilize policy baselines like the
OECD CRF as a conceptual starting point, but must transition these into rigorous technical
specifications. This work is already underway through technical standards development
organizations; for instance, the European Telecommunication Standards Institute (ETSI) is
developing technical specifications for compartmentalizing and sharing Al incident information
(ETSI_TS 104 158-1/ETSI TS 104 158-2), and the International Standards Organization (ISO) is
advancing similar incident reporting standardizations (ISO/IEC AWI 25870). Moreover, in the US,
the National Institute of Standards and Technology’s (NIST) Center for Al Standards and
Innovation (CAISI) is directed to “ensure Al is included in the establishment of standards,
response frameworks, best-practices, and technical capabilities (e.g., fly-away kits) of incident
response teams” (US_Al Action Plan, 2025). Accordingly, it is currently pursuing initiatives such as
convening a multistakeholder workshop on Al incident management to initiate a shared,
multistakeholder dialogue on tractable approaches to Al incident response standards and
practices, in an effort to shape a coordinated, forward-looking approach to Al incident
management and implement America’s Al Action Plan, including updates to existing guidelines,
the development of new ones, and the strengthening of national and global alignment on Al
incident preparedness and response. Even Commitment 9 (Measure 9.2) of the EU’s GPAI Code
of Practice appears to have taken inspiration from the OECD CRF to offer GPAI providers a basic
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incident reporting taxonomy. These initiatives demonstrate how different jurisdictions can
develop their own localized approaches that remain technically compliant and interoperable with
global frameworks.

The ultimate value of adopting common incident reporting standards and these
machine-readable, interoperable protocols is that they can enable a much broader ecosystem of
information sharing and thereby enable aggregation across law enforcement agencies, consumer
complaints, and industry reports to identify domestic and international patterns in Al-enabled
harms. Currently, incident reporting is highly siloed, forcing practitioners to navigate a fragmented
landscape of disjointed public databases, regulatory bodies, and industry consortia. By
establishing internationally-shared reporting protocols, the ecosystem could support
independent, interoperable incident reporting interfaces that allow a reporter to create a single
incident report and seamlessly route it simultaneously to multiple incident databases (so that they
all mirror the same incident record supported by the same incident information) and relevant
stakeholders. To execute this safely and effectively, these interoperable systems should be
explicitly designed to acknowledge and support the four distinct types of incident data: public
and non-anonymized, public and anonymized, private and non-anonymized, and private and

anonymized (Brundage, 2020).

Robust incident infrastructure requires specialized mechanisms tailored for both public and
non-public incident data. Public-facing incident databases are vital for enabling accountability,
authority notification, and global transparency. As a result, they should offer highly accessible
reporting interfaces so that anyone can easily log incidents, near-misses, hazards, flaws, and
vulnerabilities. In addition to the public incident databases listed in the previous section (e.g. the
OECD’s AIM, AIID), one leading operational example is MITRE's Al Incident Sharing Initiative,
which offers a voluntary, submission-based platform where any Al developer, deployer,
researcher, or concerned citizen can anonymously submit reports on real-world Al incidents,
failures, hazards, and near-misses. To encourage corporations to share their failures without fear
of PR backlash while ensuring that incident data provides maximum value to policymakers and

industry, MITRE acts as a neutral clearinghouse: it receives, sanitizes, and anonymizes incident
data before distributing it only to a vetted trusted community of industry practitioners. It thus
functions similarly to Information Sharing and Analysis Centers (ISACs) from cybersecurity, one
that welcomes public inputs and allows individuals to anonymously report incidents, near-misses,
hazards, and vulnerabilities without public exposure while giving Al developers, deployers, and

government agencies the situational awareness needed to spot emerging threats early.
Ultimately, this initiative is vital because it transitions Al incident reporting from empirical incident
observation to actionable operational security (practitioners sharing and acting upon granular,
anonymized threat intelligence).

Equally critical are non-public, secure channels for sharing private data, which facilitate strategic
industry coordination and rapid crisis response. A prime example is the Frontier Model Forum

(FMF), which functions similarly to an ISAC exclusively for frontier Al developers by enabling the
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secure exchange of highly sensitive incident intelligence that contains information hazards too
dangerous for public release, such as incidents, hazards, near-misses, flaws, and vulnerabilities
relating to CBRN capabilities, active jailbreaks, and cyber-threat indicators. The FMF offers the
gold standard for secure intelligence exchange among frontier Al companies. To optimize the
anticipatory governance value that could be derived from non-public incident sharing initiatives
like this, policymakers, sectoral regulators, and industry leaders should establish additional
ISAC-like intermediaries across diverse Al sectors, as proposed in the US’s Al Action Plan (White
House 2025). To complement such efforts, Al developers, deployers and researchers could start
utilizing instruments like the MIT-Stanford standardized Al flaw reporting framework (Longpre et
al. 2025), which aims to enable industry actors to collaboratively identify and address systemic Al
flaws and vulnerabilities that affect multiple organizations across jurisdictions.

2. Mandatory incident documentation, disclosure, and preparedness obligations for
frontier Al companies

Mandatory incident documentation, disclosure, and preparedness obligations for frontier Al
companies are necessary to ensure that these practices are not contingent solely on the
voluntary incident preparedness protocols and information-sharing cooperation of Al
companies. It is essential to establish formal incident intelligence-sharing pipelines between Al
companies and relevant government authorities. This measure would enable relevant national
and international Al governance bodies to become aware of near-misses, hazards, and
vulnerabilities. The expected result is the global governance system would be enabled to
respond in a more timely manner to severe cross-sectoral and cross-jurisdictional Al harms that
are currently only known by Al developers, thereby helping stakeholders understand risks from
emerging capabilities much faster than their current capacities allow. Mandating Al companies
to publish formal Al incident preparedness protocols would force them to establish rigorous
procedures dedicated to ensuring the prevention of and effective management of Al risks, and
could enable national governments to better understand and better prepare for future Al
incidents that may occur within their borders.

Recommendation 2: Jurisdictions that are home to frontier Al companies or with substantial Al
deployment should enact statutory obligations for Al companies to report serious incidents to
competent government authorities and to publish Serious Incident Prevention Policies.

Relevant internal data held by frontier Al companies about serious Al incidents typically cannot
be kept track of, gathered, and reported in retrospect after a serious incident has occurred, since
information about the direct or indirect cause of such an event is often dispersed and may be
lost, overwritten, or fragmented by the time Al developers become aware of a serious incident.
As argued for in the EU’s GPAI Code of Practice Safety & Security Chapter, this justifies the
establishment of processes and measures designed to keep track of and document relevant
information before serious incidents occur.
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For relevant internal incident information to reach competent government authorities and enable
them to make effective governance decisions, Al incidents in each jurisdiction should be reported
to a competent government agency or entity that has the capacity for meaningful incident
investigation, to promote transparency and accountability in Al incident management. Ideally, this
entity should be functionally independent of regulatory authorities, and should have the primary
function of objectively investigating serious incidents and recommending preventive actions to
frontier Al companies responsible for particular incidents and to relevant regulatory authorities.
Moreover, this entity should commit to sharing relevant incident information, as well as
resolutions whenever possible, with the public after a certain number of days or weeks has
passed, to enable an informed public and consumer base.

Incident disclosure mechanisms should include the establishment of confidential reporting
channels: dedicated, secure whistleblowing mechanisms that enable employees of frontier Al
companies to confidentially report safety concerns relating to Al systems and models to relevant
regulatory authorities. To prevent Al companies from opposing such disclosure obligations on
privacy grounds and from fearing that government cooperation may lead to information leakage,
the government authorities who would receive incident disclosures would need to commit to
recognizing that the reporting of a serious incident is not an admission of wrongdoing, and to
handling shared incident and hazard information with the same care they extend to national
security-related information. Moreover, given that sharing incident data involves sharing affected
users’ private information, protecting the privacy of user data must also be prioritized. This could
be done through the redacted or anonymized aggregation of user data prior to disclosure.

In its most robust form, incident infrastructure would ideally entail the adoption of a hybrid
reporting framework. This framework should receive three types of reports. First, mandatory
reporting, where relevant Al actors are mandated to report covered incidents in a timely manner.
Second, it should also receive voluntary reporting, which comes from the good faith-based
disclosure mechanisms, to capture additional Al incidents that fall outside mandatory reporting
obligations. Finally, it should also be open to citizen reporting: accessible self-reporting
mechanisms that enable the public and all other stakeholders to report and document Al
incidents they observe or experience. This tripartite function would maximize data fidelity and
provide an accurate and holistic representation of the emerging trends in Al harm and risk (Dixon
and Frase 2024). This recommendation would address the first of these elements, which the
stakeholders this report is aimed at can most readily act on.

Turning mandatory incident reporting obligations into reality does not require starting from
scratch. China (through Article 14 of its Interim Measures for Generative Al Services and its more

recent National Cybersecurity Incident Reporting Management Measures), the EU (through the
EU Al Act's Article 73), Brazil (through Bill No. 2338/2023), Canada (through Bill C-27), and the
United States (through California’s SB 53 and New York’s RAISE Act) have already enacted or
proposed guidelines for mandatory Al incident reporting obligations. Each of these existing
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guidelines could be used as inspiration or starting points for other jurisdictions to enact or
propose similar initiatives.

In addition to mandatory incident reporting obligations, governments should also require frontier
Al companies to publish Serious Incident Prevention Policies (SIPP, The Future Society 2025) that
demonstrate their preparedness for preventing and effectively responding to serious Al incidents.
These are documented policies by frontier Al companies setting out specific personnel roles and
responsibilities, incident monitoring mechanisms, emergency shutdown protocols, and
pre-established plans, outlining the measures to be taken in the event of serious Al incidents to
contain and control their negative effects. Multilateral institutions could play a part in encouraging
the national enactment of SIPP across member and partner countries.

Modeled on major accident prevention frameworks from other high-stakes industries—such as
the EU’s Seveso-lll Directive, the UK's COMAH15 regulations, and the US's OSHA Process Safety
Management 29 CFR 1910.119 and EPA Risk Management 40 CFR Part 68 programs—SIPP would
require frontier Al companies to document, disclose, test, and periodically update their protocols

for preventing, containing, and recovering from serious Al incidents and near-misses. This
includes implementing protective measures, stress-testing potential incident scenarios and
response plans (e.g. modeling scenarios and responses via table-top exercises), and
communicating necessary information to the public and relevant governmental and regulatory
authorities. This architectural component would be made even more robust if governments
establish independent SIPP oversight bodies: independent agencies with the responsibility of
overseeing and enforcing the implementation of Al companies’ serious incident prevention
policies. If they do so, these oversight bodies could share relevant information with one another
across jurisdictions, which could enable national governments to better understand, and better
prepare for, future Al incidents that may occur within any of their borders.

3. Domestic incident data access and institutional coordination

For incident-relevant data to usefully inform policy action, national AISIs and functionally
equivalent institutions need to have access to information from all data sources that are
relevant to incident prevention and preparedness, which goes beyond the internal incident
data that frontier Al companies can provide. This would ensure that their work is informed by
an evidence base recorded by the widest possible range of actors involved in the Al
development and deployment lifecycle.

Recommendation 3: Governments should grant their national AlSl-equivalents access to
domestic incident data from non-frontier-Al-company actors within their jurisdictions and
establish formal information-sharing arrangements between AlSl-equivalents and appropriate
regulatory authorities.
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It is crucial for effective Al governance, both national and international, that government support
their national AISIs and functionally equivalent counterparts in securing access to relevant
incident data held by Al deployers and sectoral regulators (for instance, financial services,
healthcare, critical infrastructure, consumer protection, online safety) operating within their
jurisdictions. Many Al deployers collect and store crucial internal safety telemetry concerning
their internal and external Al deployments. Similarly, sectoral regulators typically have access to a
wide array of incident data—ranging from immediate operational safety or security incident
reports (e.g. that detail technology failures, cyberattacks, or service disruptions such as network
outages) to aggregated data on consumer complaints and feedback—gathered through a variety
of channels such as direct reporting (e.g. via dedicated digital portals), mandatory data
submissions (i.e. via regular, scheduled reports like quarterly data on consumer complaints), and
third party sources (i.e. via information from media, social media, or other government
departments).

Ensuring that these institutions have the statutory authority to access important incident data held
by these actors, subject to confidentiality protections, would enable them to convert their existing
technical expertise into usable analytical output. To ensure this is achieved in practice,
governments should establish (or support the establishment of) voluntary national Al incident
reporting hubs and databases aimed at aggregating cross-sector data and detecting distributed
harms before they escalate. In the US, multiple organizations (Center for Data Innovation, FAS,
ARI, CNAS) already support the establishment of a voluntary national Al incident database
modeled on the FDA/FAA systems, where NIST could host confidential data collection and allow
Al deployers to report incidents without public exposure while giving government agencies the

situational awareness needed to spot emerging threats early (Jeanmaire and Boger 2025). Once

a certain number of days or weeks has passed following an incident, these government
institutions could then share relevant findings with the public to inform them of materialized Al
harms.

To be effectively realized, this architectural component of incident infrastructure would also
involve the establishment of formal, national-level information-sharing arrangements between
these institutions and the relevant regulatory authorities who can act upon the insights these
institutions can provide. These arrangements could ensure that relevant incident data reaches
actors who can take specific regulatory actions in response to them within the jurisdictions in
which incidents occur, enabling these bodies to devise more up-to-date and future-proof
governance mechanisms. Just as with the incident disclosure channels proposed in the previous
recommendation, these arrangements would also need to ensure adequate privacy protections
for both the Al deployers and regulators who share incident-relevant data and for the victims
affected by reported incidents.

The main drivers behind this recommendation are that (i) meaningful monitoring requires
independent access to non-public technical and organizational information (Brundage et al.
2020), and (ii) where developers make such information available, they typically only do so under
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domestic regulatory obligation or by bespoke arrangements. Standards for how frontier Al
developers, downstream deployers, sectoral regulators, AlSls, and government agencies should
work with and share safety and security-relevant information with one another in a timely manner,
and what this information should include, are still nascent. This architectural component and
linked recommendation would help address this critical gap.

It would make sense for AlSl-equivalent institutions to be the ones to be granted such information
access because they possess the technical capacities needed to meaningfully analyze complex
incidents. Many of them have privileged early access to frontier Al systems (for testing), deep
expertise, and existing legal arrangements that can protect sensitive industry information without
jeopardizing their own independence or companies’ competitiveness, and so they are
well-positioned to derive useful insights from granular incident data.

4. Adequate international incident analysis capacity and expertise

Sufficient incident analysis capacity and expertise is a necessary condition for maximally useful
and actionable insights to be extracted from documented Al incidents, and for these insights to
be used by various stakeholder groups, both domestically and internationally, to prevent and
prepare for future incidents.

Recommendation 4: International standards development organizations should develop a
standardized incident root-cause and supply-chain analysis methodology that can be
internationally adopted, actively advocated for, and promoted by multilateral institutions.

One of the primary constraints limiting effective international incident response is the absence of
a common analysis methodology. Accordingly, much like the OECD’s aforementioned CRF, which
standardizes the reporting of data, this proposed initiative would focus on standardizing the
analysis of that data. The international adoption of such a methodology would help deepen
incident analysis capacities and expertise both nationally and internationally.

In an ideal world, an independent agency would be tasked with Al incident investigation and
analysis. Their role would involve investigating the root causes of Al incidents documented
around the world and providing evidence-based safety recommendations to relevant national
government authorities. This would enable severe cross-border incidents to be analyzed in a
centralized manner. The reason why relying solely on ad-hoc cooperation between national Al
governance agencies would be less desirable than the establishment of such an independent
agency is because national agencies inherently face domestic political pressures, industrial policy
incentives to protect their own domestic Al champions, and conflicting geopolitical agendas. In
the face of this reality, a standalone, independent agency would ensure objective, neutral, and
politically uncompromised investigations, thereby fostering the international trust required for
companies to confidently share sensitive operational data.
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However, given the costs and time associated with creating such an institution, an alternative
pathway would be for an international standards development organization (e.g. ISO, IEC,
CEN-CENELEC) to develop a standardized Al incident root-cause and supply-chain analysis
methodology that is advocated for and actively promoted by multilateral institutions (e.g., the
OECD or UN). After all, standards development organizations already possess the technical
expertise and robust multistakeholder processes required to develop the complex components
that are likely to comprise the standardized root-cause and supply-chain analysis methodology in
question. This work could build on existing foundational initiatives in this vein, such as the MIT Al
Risk Initiative (MIT_2025), which provides stakeholders with a structured approach for analyzing
and extracting policy-relevant insights from documented incidents. Throughout the development
process, frontier Al companies would need to be encouraged to share their current incident
analysis practices and translate their unique knowledge and incident data into transferable
analytical methodologies.

The development and implementation of this methodology could be made significantly more
practical through the universal adoption of a common reporting framework for Al incidents, as
called for by Recommendation 1. If frontier Al developers, government agencies, academic
researchers, and civil society organizations are all actively encouraged to document information
about Al incidents, near-misses, hazards, and vulnerabilities using the same or similar incident
reporting and documentation frameworks, when incidents inevitably occur and root-cause
analyses are required, the informational foundations and common technical vocabulary required
to analyze them would already be in place. This starting point would ensure that analytical
insights can be produced much more quickly and understood more widely across different
jurisdictions.

Typically, analytical methodologies are developed and adopted in a single jurisdiction or industry
consortium before spreading globally. However, multilateral institutions like the OECD and UN
could play a vital role in encouraging and speeding up the international adoption of this
methodology. They could achieve this through several concrete mechanisms. For example, by
actively advocating for technical Al governance as a recommended practice, they could prompt
national policymakers to direct the energy and resources of their domestic standards bodies
toward participating in the development of shared methodologies. Moreover, they could
consistently prioritize this topic in all their multilateral discussion forums (e.g. UN Global Dialogue
on Al Governance, G7 tracks, Al Safety Summits), formally establish and regularly convene
dedicated expert working groups on incident analysis, and create confidential, safe-harbor
technical sub-committees where industry scientists can candidly share post-mortem practices
without fear of immediate regulatory or reputational reprisal. After all, these organizations
possess the legitimacy and cross-jurisdictional reach needed to convene the diverse
multi-stakeholder group of international experts required to devise a sufficiently robust
methodology.
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Once established, this methodology could be immediately taken up and broadly adopted by a
diverse ecosystem of actors across their respective jurisdictions, spanning government
authorities, frontier Al companies, academic researchers, and civil society organizations.
Nationally competent Al governance agencies, such as AlSIs and their functional equivalents,
would likely serve as the methodology’s primary implementers, as they already possess the
technical expertise required to extract meaningful insights from complex incident data. Sectoral
regulators would be similarly strong candidates for implementation, given their unique access to
sector-wide data crucial for deep supply-chain and root-cause analysis. Regardless of what
specific national bodies are assigned to adopt such a methodology, governments should invest
heavily in expanding the technical capacities required to apply it in practice.

5. Cross-border incident-sharing channels and joint investigation mechanisms

Formalized cross-border incident-sharing channels and joint investigation mechanisms are
necessary to ensure that incident types that tend to materialize across jurisdictions can be
identified and acted upon in an internationally coordinated manner. This can enable
governments and internationally distributed industry actors to track concerning Al incidents
and risk categories across jurisdictions. Consequently, this allows us to understand similarities
and differences between incidents found in different countries and contexts. Ultimately, it
strengthens the collective incident prevention and preparedness capacities of Al governance
bodies globally, helping them come up with more internationally coherent Al governance
mechanisms.

Recommendation 5: Governments should enable their national AlSIs and functionally equivalent
agencies to exchange incident intelligence with international counterparts.

The international exchange of incident data for cross-border incidents that exceed the
investigative capacity of any single jurisdiction would enable governments around the world to
learn collectively from such incidents, rather than each trying to learn purely from the isolated
harms they individually encounter within their jurisdictions. By establishing defined multi-state
and multistakeholder incident-sharing procedures, governments and industry actors could
support each other in building up their collective incident resilience capacities. Such international
cooperation could, for example, be achieved through the widespread use of MITRE’s Al Incident
Sharing Initiative by industry actors and/or through the establishment of an international

public-private ISAC that is dedicated exclusively to the sharing of information that relates to
severe cross-border Al incidents, near-misses, and hazards.

Acknowledging that Al companies may not want incident information to be widely shared among
international government agencies, and that government agencies may not want to share
particularly sensitive national security-related information, certain kinds of information could be
redacted prior to sharing.
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The International Network for Advanced Al Measurement, Evaluation and Science could be one
promising avenue through which such a cross-border incident information-sharing regime could
begin. This Network could operationalize incident sharing among its member institutes,
beginning with bilateral arrangements between willing members, which would move the
architecture from aspiration to practice. Alternatively, a new international mechanism could be
proposed through the UN's Global Dialogue on Al Governance.

The ICAO Annex 13 framework for joint investigation from the international civil aviation sector
offers a directly applicable model for inspiration here, covering confidentiality rules, defined roles
for the state of occurrence and the state of the operator, and mutual recognition of investigative
outputs. A general agreement among all jurisdictions would not be required as a starting point for
this to be achieved; progress could be made through bilateral instruments that others could later
join as their domestic arrangements mature.

6. Internationally distributed incident detection, analysis, and response capacity

Robust cross-border incident infrastructure requires resilient, internationally distributed incident
detection, analysis, and response capacities. If incidents are detected, analyzed, and
responded to effectively in only one jurisdiction and not in other jurisdictions, Al systems will
continue to cause harm.

Recommendation 6: Multilateral institutions should help extend incident infrastructure to
Jurisdictions who have inadequate domestic incident monitoring and management capacities.

Many of the communities most acutely exposed to Al harms are also those with least facing the
least coverage in existing incident monitoring systems and with the weakest capacities for
preventing, preparing for, and effectively responding to Al incidents. These include users
interacting with models in low-resource languages, those in jurisdictions with weaker press
freedoms, and those affected by enterprise deployments that never reach public incident
databases. By encouraging and actively supporting nations and organizations in expanding Al
incident infrastructure to more jurisdictions, multilateral institutions could help secure a maximally
robust and comprehensive cross-border incident management regime.

Securing the inclusion of a greater range of jurisdictions in the development of cross-border Al
incident infrastructure is a matter of mutual interest. Since most Al models are deployed
internationally across a wide range of application domains, incident findings in all jurisdictions,
like the discovery that GPT-4 would readily provide users with bomb-building advice when
prompted in Zulu (New Scientist 2023), serve as an alarm for the whole Al governance system.

Practical mechanisms to achieve this could include the establishment of bilateral or, where
appropriate, multilateral intelligence-sharing agreements between national AlSl-equivalents;
capacity building partnerships; or incident response coordination plans between different
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countries or regional blocs. We are aware that there are many countries with weak Al governance
regimes are unlikely to have AlSl-equivalent government agencies. One solution could be for
nearby countries who already possess relatively mature incident infrastructure to start sharing the
incident information they process, as well as useful guidance on effectively using this information
to prepare for and respond to future incidents. This would create collaboration between
governments in the same region who could pool domestic capacities.

It is important to note that none of the six architectural components and recommendations
described above are self-sufficient in isolation. While each can be acted upon independently and
bilaterally, and will certainly advance Al governance in each of their relevant scopes and
mechanisms, they are interlocking by design. Each addresses a specific gap identified in Section
2, and each is strengthened by the others being in place. If each of the above recommendations
are effectively acted upon, the prevention and management of Al incidents would have the
foundational infrastructure necessary to substantially improve, both domestically and
internationally.
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4. Conclusion

Today, the mechanisms for detecting and responding to Al incidents sit largely inside national
borders or inside the companies that build the systems, forcing a difficult choice between waiting
for each jurisdiction to build its own response capacity and relying on whatever portion of an
incident a developer chooses to disclose through bilateral channels. Cross-border infrastructure
provides an alternative that could close this gap through a coordinated set of institutional,
technical, and legal arrangements built between national and international institutions.

Through this report, we presented a vision for what effective cross-border Al incident
infrastructure requires. These include interoperable protocols that allow incident data collected
in one jurisdiction to be used in another; mandatory documentation, disclosure, and
preparedness obligations on the companies building frontier systems; statutory access for
national AISIs and functionally equivalent bodies to incident data held by deployers and
sectoral regulators within their jurisdictions; a shared analytical methodology that allows root
causes and supply-chain dynamics to be studied across borders; formal cross-border channels
through which AlSIs and their counterparts can exchange incident intelligence and conduct joint
investigations; and deliberate extension of this architecture to all jurisdictions currently outside
the systems that monitor and analyze Al harm. These components draw on more established
domains where governments have repeatedly built shared infrastructure for managing risks that
no single jurisdiction could contain alone.

Real difficulties stand in the way. The field still lacks a settled definition of what counts as an Al
incident, hazard, or crisis. Frontier developers hold information whose disclosure carries genuine
commercial and security costs. The asymmetry between jurisdictions is wide enough that
infrastructure built without care will deepen it. These are familiar shapes of problem, and much
effort is needed to learn from other safety-critical domains that have worked through versions of
each dilemma, to draw on what they learned.
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