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Context 

On February 18, national and regional representatives from Denmark, Brazil, Japan, Singapore, Canada  
and the European Union met alongside multilateral and civil society leaders at the India AI Impact Summit 
to discuss how to define and govern unacceptable AI risks.  

Across national and regional jurisdictions, policymakers are starting to specify AI practices that are 
considered unacceptable because of risks to safety, fundamental rights, democratic processes, or 
international stability. International coordination, however, remains limited. Definitions and 
implementation approaches vary, and there is little clarity on how red lines should be monitored, updated, 
or enforced across borders. As binding and quasi-binding AI governance measures proliferate, a narrow 
window has opened to advance international coordination.  

The session built on momentum from the Global Call for AI Red Lines and aimed to (1) identify where 
unacceptable AI risks are already being defined, regulated, or constrained in real-world contexts; and (2) 
explore how these emerging points of convergence could inform interoperable or global governance 
approaches. 

National and Regional Perspectives Shared 

Denmark 
Emphasized the urgency of addressing immediate, tangible harms. Its approach focuses on targeted regulation, 
including new legislation granting individuals rights over their voice, face, and likeness, aimed at harms such as 
deepfake abuse and unsafe chatbot interactions, while still supporting longer-term international harmonization. 

Brazil 

Announced a national AI bill that is expected to pass soon. Inspired by the EU AI Act but structured sectorally, it 
defines unacceptable risks through specific prohibited applications rather than capabilities. Notably, the bill 
reflects a deliberate shift in language from “excessive” to “unacceptable” risk and is paired with active 
enforcement signals, including ongoing legal action related to harmful AI-generated content. 

Japan 
Outlined a hybrid governance model: both bottom-up, through collaboration with industry in areas such as 
healthcare and robotics, and top-down, through a national AI framework that currently lacks enforcement but 
sets direction for future regulation. 

Singapore 
Described a highly targeted, outcome-based approach that avoids a single horizontal AI law. Its guiding principle 
is that regulation should focus on outcomes rather than technology, and only be introduced where enforcement 
is feasible. 

EU 

Argued that regulatory diversity across countries may be acceptable for lower-risk, everyday applications, but 
convergence is essential for systemic risks such as mass surveillance and threats to democracy. However, 
there are significant political constraints due to resistance from governments themselves, which are often 
reluctant to limit their own use of AI in areas like biometric surveillance and security. 
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Key Takeaways 

1. Multiple countries are independently arriving at prohibitions related to AI development or deployment. 
There is already significant convergence at the level of specific prohibited applications, even where 
terminology and legal structures differ. Across jurisdictions, unacceptable risk is often operationalized 
through prohibitions on specific uses, such as manipulation that causes harm, exploitation of 
vulnerabilities, predictive criminal profiling, harmful material to children, and certain forms of surveillance 
or social scoring. In some cases, national enforcement actions have spillover effects beyond their 
borders. For example, Italy’s temporary restriction of ChatGPT by the Italian data protection authority 
prompted changes to privacy disclosures and controls that were subsequently implemented more 
broadly. However, there is no single model for how such prohibitions should be structured. Some 
jurisdictions emphasize uniform legal clarity and others prioritize flexibility and enforceability. There was 
also a shared view that regulatory diversity may be acceptable for lower-risk, everyday applications, while 
convergence is more necessary for systemic risks such as mass surveillance and threats to democracy. 
However, political constraints remain significant, particularly where governments are reluctant to limit 
their own use of AI systems. 

2. Recognizing the spectrum of AI-related harms and risks. Participants pointed to tangible harms that 
are already manifesting around us, including self-harm linked to prolonged interaction with AI systems, 
non-consensual deepfake imagery involving minors, and the spread of harmful online content. Some 
interventions also placed emphasis on systemic and frontier risks, including risks to democratic systems 
and loss-of-control scenarios. The discussion reflected a shared recognition that different timelines 
matter, alongside an unresolved tension around how attention and resources should be balanced 
between them. 

3. Coordination is more likely to emerge through coalitions, domain-specific convergence, and 
differentiated governance approaches rather than upfront global harmonization. There was debate on 
whether a single, globally harmonized framework for unacceptable AI risk is achievable. Differences in 
political systems, economic priorities, and regulatory capacity shape national approaches, and some risks 
are not prioritized equally across countries. Alignment is therefore more likely to develop unevenly, 
through coalitions of the willing, sector-specific initiatives, and shared reference points. The discussion 
also distinguished between different categories of risk, including everyday harms, systemic societal risks, 
and frontier or loss-of-control risks, which are associated with different governance needs ranging from 
national regulation to international coordination among major powers. These categories often overlap in 
practice, and risks can evolve across them, leaving open questions about how responsibilities should be 
divided across levels of governance and how transitions between categories should be managed. 

4. Enforcement challenges are central, compounded by gaps in technical standardization and 
implementation. Participants consistently identified enforcement as a central issue, particularly given the 
structural tension that governments are both regulators and users of AI systems. Concerns were raised 
about inconsistent evaluation practices, weak oversight mechanisms, and the risk that companies may 
comply only superficially in the absence of clear standards. Proposed solutions varied significantly, 
including stronger liability frameworks, independent testing standards, market-based leverage, supply 
chains, and coalition-based pressure. Translating high-level red lines into practice requires more 
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consistent technical definitions, threat models, and evaluation methodologies. Current approaches vary 
significantly across developers, particularly in areas such as cyber risk, where key concepts and 
measurement approaches are fast changing and difficult to compare. While the need for greater 
standardization was widely acknowledged, there is limited clarity on who should define these standards 
and how they should be implemented across jurisdictions and organizations. 

5. Evidence gaps constrain progress, though incident reporting is seen as a promising starting point. 
Participants noted that while certain harms are widely recognized, systematic and comparable evidence 
on AI incidents remains limited, particularly across different national contexts. This creates challenges for 
defining thresholds, prioritizing risks, and designing regulation. There was relatively strong support for 
developing incident reporting mechanisms and repositories as a first step toward building a shared 
empirical foundation. However, questions remain around how such systems would be governed, who 
would contribute data, and how differences in capacity across countries would be addressed. The fluid 
boundaries between different categories of risk complicate efforts to build consistent evidence bases 
and define thresholds, as risks may evolve across categories over time. 
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